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Abstract

Philosophical theories typically aspire to generality, yet they have largely developed from o with human psychology
primarily in mind. Theories of justification, agency, and welfare appeal to belief, desire, perception, and other familiar
psychological properties and relations (the standard mentals). But there is no guarantee that these kinds adequately
represent the space of possible minds. Traditional functionalism allows variation in the physical realizers of mental
properties while retaining the familiar psychological taxonomy. Drawing on Bealer’s non-reductive functionalism, I
argue for narrow mental pluralism: distinct mental properties may instantiate the same essential functional architecture
while differing in their intrinsic natures. I then argue that narrow pluralism undermines the motivation for
Architectural Uniqueness, the assumption that every possible mind must instantiate the functional architecture of the
standard mentals. This motivates broad mental pluralism, allowing minds with genuinely different architectures. The
implications extend beyond our theory of mind. Narrow pluralism challenges any philosophical theory that depends
on the intrinsic character of the standard mentals, while broad pluralism challenges any that presupposes their
functional organization. I conclude with two cases studies, involving epistemic justification and agency, and I argue
that taking alien minds seriously requires reconsidering the generality of familiar philosophical categories and may

demand the development of new concepts.
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Philosophical theories typically aspire to generality. A theory of justification aims to say what justification is for any
subject, a theory of agency what it is for any being to act, and a theory of welfare what makes any subject’s life go
better or worse. Yet these theories are developed largely from our familiarity with human psychology. They appeal
to belief, desire, perception, intention, pain, and other familiar psychological properties and relations—what I will
call the standard mentals. Beginning with these properties is natural, perhaps unavoidable. But there is no guarantee
that the distinctions familiar from human psychology adequately represent the space of possible minds.

The traditional functionalist appeal to multiple realizability does not address this concern. It allows
variation in the physical realizers of mental properties while retaining the familiar psychological taxonomy. I
approach the problem instead through the non-reductive functionalism motivated by Bealer's Self-Consciousness
Argument (§1). Within this framework, distinct mental properties may instantiate the same essential functional
architecture while differing in their intrinsic natures. I call this narrow mental pluralism (§2). But if the standard

mentals do not exhaust mentality, there is no evident reason to suppose that their essential functional architecture



exhausts the possibilities for psychology. This motivates broad mental pluralism, the possibility of minds with
genuinely different functional architectures (§3). The contrary assumption, Architectural Uniqueness, threatens to
reproduce at the level of psychological architecture the chauvinism traditionally associated with restrictions on
physical realization.

The implications extend beyond the philosophy of mind. Narrow pluralism challenges philosophical
theories that are articulated in terms of the intrinsic character of the standard mentals, while broad pluralism
challenges those that presuppose their characteristic functional organization. As the cases of epistemic justification
and agency illustrate (§4), theories developed around familiar psychological kinds may consequently face
substantial problems of generalization. Taking alien minds seriously requires us to determine which features of
familiar cases are genuinely constitutive of the phenomena under investigation and which reflect only our particular
psychology. In some cases, this may require not merely generalizing existing philosophical concepts but developing

new ones.
1. Reductive Functionalism & The Self-Consciousness Argument

On the standard functionalist recipe, we begin with a psychological theory & whose theoretical vocabulary includes
predicates for the standard mentals. & may be assembled from the platitudes of folk psychology, as in analytic
functionalism (Lewis 1970, 1972), or from an empirical psychological theory, as in psychofunctionalism (Block
1978). We then replace the mental predicates (or nominalized forms of them!) with variables yielding a matrix
theory, P, that allows us to isolate the characteristic pattern of the standard mentals. Finally, we existentially
quantify these variables. On standard reductive functionalism, the quantifiers are restricted to first-order, typically
physical, realizer states and the mental properties are defined as higher-order properties.

The SCA turns on the fact that many psychological relations are ineliminably intensionally non-well-
founded (Bealer 1997, 2001, 2010). A canonical instance of intensional non-well-foundedness is given by the

following self-intimation principle:
J. If x believes that p and x introspects, x will believe that x believes that p.

The important feature of J is that the very psychological property being defined (in this case, believing) can occur in
an intensional position as part of the content of that property. This creates a dilemma for the reductive functionalist.

Consider two options for generating the Ramsey sentence for .2 On the standard functionalist recipe, we remove

! Bealer extends the argument to Lewis’s form of functionalism by distinguishing “pain” from the property of “being
in pain” (1997, pp. 80-82; 2001, p. 303, n. 8 in response to Tooley 2001). Even granting that “pain” nonrigidly
designates whichever first-order state occupies the pain role, the gerundive phrase “being in pain” rigidly designates
a property, just as “being the tallest man” designates the same property although “the tallest man” can designate
different individuals. On Lewis’s proposed analysis, being in pain is the property of having whichever first-order
state occupies the pain role, and is therefore a second-order property. Treating “pain” as an occupant-designating
expression thus does not avoid the problem, since the relevant embedded predication concerns the property of being
in pain. (It is also worth noting that the context here is intensional, so even if | is (contingently) pain, the
substitution is problematic.)

2 For simplicity, ignoring the rest of 2.



all of the theoretical vocabulary from J, replace it with appropriate variables, and bind those variables with

quantifiers restricted to first-order physical realizer states:
Ir. (371, r2)(If x 71 that p and x 728, x will 7 that x r; that p)

There are two significant concerns with the standard recipe. First, (Ir) requires that there be an intensional, non-
well-founded first-order physical relation, 7, that has itself as content. But it is far from clear that there are any
physical relations that exhibit the appropriate (primitive) fine-grained intensionality, much less the kind of
intensional non-well-foundedness required of ;.

But putting that aside, the standard functionalist recipe gets the characteristic pattern of the mentals wrong.
To see this, we need to distinguish between the occurrence of a psychological predicate, v, in its psychological role
and the occurrence of that predicate in its role as intentional content. In its role as intentional content for some
psychological state y, W serves as part of the characteristic pattern of y»; that is, it needs to function as part of the

definiens. To illustrate, consider the following:?
J. x believes that pain is to be avoided.

If we were to Ramsify J we would get the following:
Jr. (3r1, r2)( x ris that r,is to be avoided)

Quantifying into the embedded clause distorts the pattern of the mentals that the functional definitions are supposed
to isolate. The functional pattern involves a relation to a specific proposition. If the Ramsey definition is forced to
“swap in” a different proposition, that pattern won’t be preserved. Consequently, in order to get the right functional
pattern, the functionalist should leave the embedded predicate untouched. So long as “pain” could be antecedently
and independently defined, this would not cause a problem.*

But what goes for f, goes for J as well. If we quantify into the embedded clause we end up distorting the
characteristic pattern of belief: It is no part of the characteristic behavior of belief that it stand in any particular
relation, much less any essential relation, to a proposition about some first-order realizer state. In other words, since
the relation to the belief-involving proposition is itself part of the characteristic psychological pattern being
Ramsified, changing the embedded content distorts the functional pattern.

Consequently, just as with J, the correct move would appear to be to leave the embedded predicate
untouched. But in cases like J, we cannot do this. If the mental predicate is retained within the embedded content so
as to preserve the pattern, the proposed definition makes essential use of the theoretical vocabulary on the right-hand
side of the definition. The difficulty is not optional. Psychological theories evidently contain non-well-founded
attitudes and this embedding appears to be an essential feature of the intentional organization relevant to complex,
intelligent thought. Reductive functionalism is thus forced to assign intensional, non-well-founded properties

incompatible roles as both (part of the) definiens and simultaneously as the definiendum.

3 The example isn’t intended as a genuine candidate for inclusion in the Ramsey definitions.
4 See McCullagh (2000) for discussion of stepwise functional definitions; see Bealer (2000, 2001) for related replies.
Béve (2017) develops a response using conceptual-role semantics for LOT sentences.



The SCA, however, does not show that functional organization is irrelevant to defining the mental
properties. It shows that the standard reductive strategy fails. The obvious question is therefore whether the

functional organization can be preserved without the reductive ambition.
2. Non-reductive functionalism and narrow pluralism

Although the SCA is arguably fatal for reductive functionalism, it isn’t fatal to functionalism. In response, Bealer
proposed to go non-reductive. In non-reductive functional definitions, we remove the restriction on the quantifier to
ontologically prior first-order realizers and allow them to range over the mental properties themselves (Bealer 2010,
154-58). Since the definitions are abstracted from the theory of the standard mentals, the standard mentals trivially
satisfy them. If no other natural, non-Cambridge properties satisfy the resulting definitions, then the definitions
uniquely isolate the standard mentals. Call this the Uniqueness Hypothesis.

There is a plausible thought behind his proposal. The SCA reveals a distinctive intensional non-well-
foundedness in psychological organization. Mental relations can figure within the contents of other relations
belonging to the same psychological sequence, including, notably, themselves. There are, at least, no obvious
familiar physical relations exhibiting primitive intensional non-well-foundedness of this sort. Bealer may therefore
be right that this feature is a mark of psychological level properties. If so, a natural sequence instantiating the
relevant intensional, non-well-founded structure has a strong claim to being psychological rather than being a
merely physical or otherwise non-mental sequence.® But this proposal about the psychological level should be
distinguished from the Uniqueness Hypothesis. It is one thing to hold that intensional non-well-foundedness is
characteristic of the psychological level; it is another to hold that the standard mentals are the on/y natural mental
properties capable of exhibiting it. The latter claim is, I will argue, mistaken.

Recall that in the non-reductive setting the mental properties themselves are playing the role of the realizer
states. Familiar counterexamples to functionalism, such as inverted spectra (Block 1978; cf. Shoemaker 1982), tell
equally against reductive and non-reductive functional definitions. In the non-reductive setting, however, their
upshot is different. Rather than merely showing that the definitions leave something phenomenological out, they
support the possibility of distinct mental states. Consider a creature who has a state with the characteristic causes
and effects associated with our pain, but whose phenomenal character is nausea-like. Call this “n-pain”. Assuming
that a pain has its phenomenal character essentially, #-pain # pain. Intuitively, n-pain is no more Cambridge-like
than pain itself. But given both its phenomenal character and its functional identity with pain (i.e., is part of a
sequence of properties that satisfy the core principles of psychology), there is a strong case that it is a genuine, but
alien, mental property.® If so, then we have reason to believe that the Uniqueness Hypothesis is wrong. There are at

least two distinct sequences of non-Cambridge mental properties that satisfy #.7 And, of course, if a familiar

5 This is a slightly different claim than saying that intensional, non-well-foundedness is the “mark of the mental”.
Instead, it is a claim that intensional, non-well-foundedness is the mark of the mental /evel.

¢ By “alien” mental property, I mean here and throughout, a mental property that is not one of the standard mentals
we happen to instantiate.

"1f such cases are admitted, they show that the “hard problem” of phenomenal consciousness (Chalmers 1996) does
not arise from the physicalist assumptions of traditional functionalism but, instead, directly from functionalism
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phenomenal character can occupy an unfamiliar role, nothing in the role excludes a phenomenal character outside
our repertoire altogether (Nagel 1974).
The argument to this point suggests that there may be indefinitely many non-Cambridge mental property

sequences that satisfy Bealer’s definitions. This implies what we might call Weak Narrow Mental Pluralism:

WNMP: There are possible sequences of natural properties, distinct from the standard mentals, that

instantiate the same functional architecture and are themselves sequences of mental properties.

WNMP is sufficient to defeat Bealer’s non-reductive definitions. But it is a relatively weak thesis. A natural further
question is whether any sequence that satisfies the definitions fails to be a mental sequence. Before considering
specific candidates, note that two general considerations support a negative answer. First, every admissible sequence
must instantiate the intensional non-well-founded structure characteristic of mentality. If that structure is distinctive
of the mental level, every admissible sequence contains properties with a strong claim to being mental. Second,
every admissible sequence instantiates the organization captured by &, where & describes the essential functional
architecture of core psychology.® Candidate counterexamples can be ordered by their distance from the standard
mentals. At each step the question is whether some new feature of the case either prevents the sequence from
satisfying & or gives an independent reason to deny that its occupants are mental. Absent such a feature, these same
two considerations apply.

The most obvious place to look for non-mental sequences is to suppose that some admissible sequences are
mixed: some of their members are mental while others are not. The most natural candidates for non-mental satisfiers
are sequences with non-phenomenal (“zombie”) occupants. Two worries arise here. First, the claim that such
sequences cannot satisfy & at all, and second that if they do, they are not mental. Smithies’s (2019) work suggests
the first. Let z-pain be a natural, non-phenomenal property proposed as an alternative occupant of the pain-role. A
simple one-at-a-time substitution may fail. If standard introspection accesses pain partly by being sensitive to its
phenomenal character, replacing pain with z-pain while leaving standard introspection fixed could disrupt the
relations required by &. Smithies’ view of the epistemic role of consciousness provides a version of this sort of
objection. Specifically, he argues that blindsighted subjects rationally withhold belief about their blind fields,
indicating that the unconscious visual information available to them does not itself supply justification. Merely
adding an unprompted disposition to form beliefs, as in super-blindsight, would not supply the missing justification.
He connects this epistemic deficiency with introspective accessibility. His proposal is that justifying states must be
accessible to introspection, and non-phenomenal visual states lack the requisite access. But even granting his
assessment of these cases,’ a failure of our familiar introspective capacities to access non-phenomenal perceptual

states does not establish that no introspective capacity could access them. Smithies’ cases retain the standard

itself. That is, functionalism is structurally incapable of capturing phenomenal consciousness, regardless of
ontological background assumptions.

8 This qualification is necessary (Current Author) and explains the determinate/determinable architecture introduced
in fn. 14 below.

° In making this point, I do not wish to concede that human introspection requires phenomenology. I am skeptical of
this claim even for the human case.



introspective relation while varying the states to which those capacities would need to provide access. They
therefore do not exclude a coordinated substitution in which both perception and introspection are replaced by
occupants that preserve the relations specified by &. In other words, Smithies’ argument shows at most that
determinate substitutions can impose constraints on one another, not that non-phenomenal determinate sequences
are impossible. Z-pain may require z-introspection which provides access to states in ways that are not sensitive to
the presence of phenomenology. And that substitution may in turn require further coordinated substitutions. If a
coordinated sequence preserves the relations specified by &, including intensional non-well-foundedness, it is
unclear what principled objection there would be counting it as a mental sequence.

The limiting case would be a sequence in which every occupant is non-phenomenal, while the sequence as
a whole preserves the relations specified by &. A full zombie sequence of this sort would require not merely non-
phenomenal counterparts of pain and introspection, but non-phenomenal occupants of the intentional roles generally.
Here a proponent of phenomenal intentionality might object that the substitutions cannot be completed: phenomenal
consciousness is essential to the intentionality that the resulting sequence must preserve. However, the present
proposal does not attempt to derive intentionality from merely causal relations. In the non-reductive setting, genuine
intentional relations themselves occupy the psychological roles, including the intensionally non-well-founded
relations highlighted by the SCA. Difficulties in grounding intentionality in nonintentional causal organization
therefore do not establish that these relations must be phenomenal. Nor does the fact that familiar instances of
intentionality are phenomenally conscious establish that all possible instances must be so. Even perspectival
awareness, the subject’s occupying a point of view or a center of an “arena of presence”, need not be identified with
phenomenal consciousness (Current Author).

Eklund (2026; see also Lee 2019) raises a more unfamiliar possibility: occupants that lack phenomenal
consciousness but share some positive alternative to it which plays in their mental lives something like the role
phenomenal character plays in ours. We need not assume such a feature is possible. The point is only that its being
alien to us is no reason, by itself, to exclude it.

If these considerations are sound, the conclusion is not merely that some alternative sequences are mental.
No candidate has turned up that satisfies the definitions without being mental, and the two general considerations

explain why. This motivates a stronger thesis, Narrow Mental Pluralism, or simply Narrow Pluralism:

NP: Every possible sequence of natural properties that instantiates the same functional architecture as the

standard mental sequence is itself a sequence of mental properties.

NP turns the failure of Bealer’s definitions into a way forward. If every sequence that satisfies them is mental, the
definitions do not pick out the standard mentals, but they do pick out what all such sequences have in common. The
idea is to use Ramsification to characterize determinable mental properties, of which the standard mentals are one

determinate sequence among others. '

10T use “determinable” and “determinate” in roughly Yablo’s (1992) sense: A determinate necessitates its
determinable, but not conversely, and having the determinate is a way of having the determinable. Since the relation
is a technical one, how best to articulate it remains open (see, e.g., Funkhouser 2023). As far as I can tell, nothing in
the argument turns on the choice. Stricter articulations deny that determinates are conjunctions of a determinable



Determinable Functionalism, as we might call it, is a straightforward modification of the traditional
definitions. Rather than restricting the quantifier to first order physical realizers (as in reductive functionalism) or
leaving them unrestricted (as in Bealer’s non-reductive functionalism), we simply restrict the quantifiers to first-
order properties. To make the proposal explicit, let (P(mj, ... m,) specify the psychological organization of the

standard mentals. We can then define the determinable mental property, M, as follows:
Determinable Definition: Mi(x) =z (3my, ... m,)(P(my, ... m,) A mi(x))

Here the quantified properties are the first-order occupants, including the standard mentals. The definiendum, Mi(x),
is the determinable property corresponding to the i role. The determinable definitions thus return to their original
Lewisian form but are used to define a set of determinable properties instead. What the SCA shows that we must
abandon is the restriction to physical realizers, not the restriction to first-order properties. Retaining the latter
excludes higher-order sequences, including the determinables themselves, as satisfiers.

Given the SCA, no physical sequence satisfies these definitions; given NP, every sequence that does is a
sequence of mental properties. We can therefore characterize the determinate mentals of any given sequence by their

determinable together with a differentia. For an arbitrary standard mental:
Definition Schema: sm;(x) =z (3my, ... m,)(P(my, ... m,) A mix) A P(m;)),

where @; specifies a condition that uniquely differentiates sm; from other determinates falling under M;. (e.g., its
phenomenological character).!!

The failure of the Uniqueness Hypothesis therefore does more than undermine Bealer’s definitions. In the
non-reductive setting the occupants are themselves mental, so the alternative sequences are not distinct realizations
of the standard mentals but distinct mental properties altogether. Determinable functionalism thus moves us from

multiple realizability to pluralism at the level of mentality itself.
3. From narrow to broad mental pluralism

Narrow pluralism, as we have just seen, permits a striking range of possible alien minds. Nevertheless, it remains
conservative in one important respect—every admissible mental sequence must instantiate the same determinable
functional architecture as the standard mentals. Thus, even though the occupants of the relevant roles may differ
radically from the standard mentals in their intrinsic natures, they must all instantiate the fixed functional structure
obtained by Ramsifying &. In this sense, narrow pluralism allows only architecturally inessential variation between
minded beings. This restriction is stronger than it may initially appear. Functional definitions are holistic. The
determinable belief-role is partly characterized by its relations to the remaining determinable psychological roles.

Those positions are themselves characterized partly by their relations to belief and to one another. Requiring every

with an independent differentia. On those, ®; in the Definition Schema should be read as locating sm; along the
dimensions of variation M; leaves open, not as a genuinely independent conjunct. What the argument requires is
simply that determinates necessitate their determinables. Here that follows from &’s specifying only constitutive
relations so that each admissible occupant has its place in the architecture essentially.

1'Or, for states such as belief, its location along whatever dimensions the determinable leaves open, such as content
grain, cognitive phenomenology, or correctness conditions.



possible mind to instantiate the determinable architecture abstracted from & therefore does not merely require every
mind to possess some collection of states broadly resembling ours. It requires every possible psychology to
instantiate the same essential pattern of psychological organization.

When approached from the direction of either reductive functionalism or Bealer’s non-reductive
alternative, there is an intelligible route to this conclusion. If the standard mentals just are the mental kinds, one
might naturally suppose that every possible psychology must be organized around those kinds. Since the functional
definitions involve all and only the essential constitutive relations among them, there is no gap between what is
essential to the standard mentals and what is essential to mindedness in general. But NP undermines this support.
The standard mentals do not exhaust mentality. There can be other irreducibly mental properties occupying the very
roles from which the determinable architecture was abstracted. Once that is granted, there is no straightforward
inference from the claim that & captures the essential organization of the standard mentals to the claim that &
captures the essential organization of mentality per se. The functional architecture was obtained by abstracting from
one determinate mental sequence, the human sequence. The procedure may reveal genuine essential structure shared
by pain and r-pain, belief and alien-belief, and so on. But it does not follow that the structure is thereby the unique
possible architecture of psychology.

These considerations suggest a more general form of mental pluralism:

Broad (Mental) Pluralism (BP): There are possible mental sequences that do not fall under the

determinable functional architecture abstracted from the standard mentals.
The denial of BP amounts to a surprisingly strong modal thesis:

Architectural Uniqueness (AU): Every possible genuinely mental sequence instantiates the

determinable functional architecture abstracted from the standard mentals.

AU says, in effect, that our mental organization fixes the boundaries of the psychological level. Every possible mind
must contain states organized according to the same constitutive functional patterns we possess. If this were so, the
standard architecture of psychology would thus enjoy a modal status quite unlike the merely contingent architectures
normally contemplated in other sciences (e.g., biology, physics, and chemistry). Sloman’s work on the “space of
possible minds” and on architecture-based conceptions of mind is instructive precisely because it treats variation in
information-processing architecture as a central dimension along which minded systems may differ (Sloman 1984,
2002).

(A qualification is important here. The difference between narrow and broad pluralism is not simply
whether a sequence of mental properties satisfies . & is intended to characterize all and only the essential
constitutive relations among the standard mentals. A sequence might satisfy & while possessing an essential
functional architecture different from that which & specifies. Its occupants might instantiate some of #'s relations
only contingently, so that the same mental properties could exist without satisfying &. Alternatively, they might
instantiate additional essential constitutive relations not captured by &. In either case, the sequence satisfies

without sharing the essential architecture of the standard mentals. Such cases belong to broad rather than narrow



pluralism. Narrow pluralism concerns distinct determinate mental sequences sharing the same essential determinable
architecture; broad pluralism concerns variation in that architecture itself.)

NP does not, of course, entail BP. There could, in principle, be some deep modal constraints according to
which every possible mental sequence, however alien, must instantiate the $-architecture we instantiate. But NP
significantly shifts the intuitive assessment of such a possibility. After all, once it is granted the standard mentals
themselves constitute only one kind of mind among others, AU becomes an independent restriction on the space of
possible psychology which requires an independent rationale.

Familiar proposals in the philosophy of mind already suggest ways in which psychological organization
might depart from the architecture abstracted from the standard mentals. Millikan’s (1995) pushmi-pullyu
representations combine descriptive and directive functions rather than assigning them to distinct belief-like and
desire-like states. Gendler’s (2008) aliefs associate representational, affective, and behavioral elements in a state
distinguished from belief. Consider also a creature whose doxastic life consists entirely of graded attitudes, with no
distinct state occupying the binary-belief role (Buchak 2014; Jackson 2020; cf. Moss 2018). Such a creature might
assess evidence, revise its expectations, deliberate, and represent its own doxastic condition, although the relations
organizing these activities would differ from those specified by a psychology built around binary belief. Extended-
mind cases suggest that information might become available for reasoning and action through pathways involving
perception and environmental manipulation where ordinary human cognition proceeds through internal retrieval
(Clark and Chalmers 1998).'?

The significance of these intuitive kinds of cases is that they make alternative forms of psychological
organization intelligible. We can consider combining functions, introducing new attitudes, replacing familiar kinds,
and reorganizing relations among states without losing our sense that the resulting sequences are psychological.
Whether a particular variation preserves the essential architecture specified by & seems to be inessential to such
judgments. There is, moreover, no evident reason why such a revision would eliminate the intensional features that
supported attributing mentality to the sequences admitted by narrow pluralism. A credence-only creature could have
attitudes whose contents concern those very attitudes. An architecture organized around fused descriptive-directive
states could likewise include self-representation and appropriate relations between first-order and higher-order
states. Intensional non-well-foundedness does not, by itself, require the specific division of psychological roles
found in &.

Shea (2020), responding to Sprevak (2009), defends precisely this kind of move to broad pluralism. He
argues that functionalism need not require radically different creatures to instantiate the standard mentals. They may
instead possess their own distinct collection of functionally interrelated psychological states. Accordingly, he
distinguishes the Ramsey sentences that characterize human psychology (£) from a potentially different set

characterizing Martian psychology (£um)."

12 The point here is not that agent-artifact systems are minded, but merely that our willingness to consider the
possibility seriously indicates a pre-theoretical openness to BP.

13 Shea frames this separation in terms of the states figuring in each specification: human beliefs are individuated
partly by their relations to human desires and intentions (2020, §2). On the Lewisian functionalism he adopts
according to which mental terms designate whatever occupies the relevant roles in a given population, this is a



Two differences between the present proposal and Shea’s are worth highlighting here. First, Shea’s
taxonomy is binary. Martians* share our fine-grained functional organization in a different substrate and so possess
the standard mentals. Martians** have a wholly different organization and so have psychological states but they are
not the standard mentals. On this taxonomy, there is no room here for narrow pluralism’s intermediate case, a
sequence that instantiates our determinable architecture while consisting of mental kinds distinct from ours. On
Shea’s picture, occupying the belief role just is believing, so NP collapses into multiple realization. Second, Shea
motivates broad pluralism rather than arguing for it. He holds that we should not presuppose that the human
inventory exhausts possible psychology, and he points to the octopus as a suggestive actual case. He also explicitly
declines to say what it takes to be a psychological state in general. The present argument reaches BP by a different
route. Once NP is granted, AU loses its most natural support and stands in need of an independent rationale.

The difference between NP and BP matters most in responding to Sprevak. Sprevak argues that
functionalism faces a dilemma. On the one hand, functional roles can be specified more or less finely. If they are
specified finely enough to exclude extended processes, they exclude possible Martians whose fine-grained
psychology differs from ours. That is, Martians whose memory exhibits no negative transfer, follows different
learning curves, or is stored as internal ink marks. On the other hand, if they are specified coarsely enough to admit
such Martians, they are also satisfied by agent—artifact systems such as Clark and Chalmer’s case of Otto and his
notebook. Sprevak adds that the modest extended cognition defended by Clark and Chalmers (1998) cannot be
stabilized. By a principle of fair treatment between internal and external cases, every possible internal process
licenses its external counterpart. The result is radical extended cognition. By picking up a book I come to implicitly
believe everything in it, and a normal subject equipped with a supercomputer has mental arithmetic powers
outstripping a calculating prodigy’s (2009, 517—-18). Sprevak takes these consequences to be absurd and concludes
that functionalism is false. Since the pluralism defended here is more liberal about possible minds than the
functionalisms Sprevak considers, it may seem particularly susceptible to his argument.

But it is not. The first horn of the dilemma presupposes that admitting alien minds requires coarsening the
roles specified by £.!* NP shows that this presupposition is false along one dimension. N-pain and alien-belief are
alien in their intrinsic natures, not because the roles they occupy have been loosened. BP, together with Shea’s point,
shows it is false along the other. Martians who differ from us in fine-grained psychological profile need not satisfy a
coarser version of &; they may instead satisfy some distinct $u. Nothing about such Martians, then, requires that the
human belief role be specified coarsely, and consequently Otto’s notebook fails to satisfy & in virtue of its
distinctive functional position.

Sprevak’s argument can, however, be rerun at the level of broad pluralism. Take an agent—artifact system

like Otto and imagine a Martian, M, whose internal organization mirrors it. M is minded and so satisfies some Pu.

natural framing (Lewis 1972, 1980). On the non-reductive view assumed here, the Ramsey sentence captures the
essential constitutive structure of the mental kinds, and which sequences satisfy it is not settled by the population
from whose psychology it was abstracted. This is the same difference that leaves Shea’s taxonomy without room for
narrow pluralism.

14 This coarse-grainedness objection is a descendant of Block’s (1978) “universal psychology” and the
corresponding charge of psychological liberalism.
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Generalizing from the argument in section 2, we can assume that every sequence satisfying a genuine psychology is
a mental sequence. So if Otto and his notebook satisfy $u, Otto is alien-minded. To assess this argument, two
questions must be separated. The first is which of M’s functional relations belong to the psychology in virtue of
which M is minded. The second is whether Otto satisfies the psychology so specified.

Sprevak runs these questions together by means of a further principle. If a cognitive agent contains a
representation-manipulating process that is significant for guiding its action when employed, that process is one of
its cognitive processes (2009, 521; his F2). Given this principle, everything inside M that functions as Otto’s
notebook functions is thereby psychological.'® But the principle should be rejected. An organism’s total functional
organization outruns its psychology. Not every information-bearing process inside a minded creature that
contributes to guiding its behavior is thereby a psychological process; the regulatory systems governing
thermoregulation or immune response are obvious examples. Nothing about Martians changes this. A minded
Martian may contain an ink-mark store that is an internal prop rather than a constituent of its psychology (see fn 18).
The genuinely psychological specification of M would then be not the full £y but some v~ that omits the store.
This verdict respects fair treatment, since the same verdict applies by parity to Otto’s notebook.

Sprevak claims that rejecting his principle invites chauvinism, a refusal to count alien processes as
cognitive merely because they lack human equivalents (522). But the present criterion is neither location nor
resemblance to human cognition. M may have wholly alien processes that are fully mental. What is excluded is
whatever does not function psychologically, however human-like it may be. Supplying a general account of what it
is for a relation to belong to a psychology is a substantive task, one Shea also leaves open. The present point requires
only that the question be distinct, and that Sprevak’s principle settles it by fiat.

With these two questions separated, Sprevak’s construction faces a dilemma of its own. His Martians are
otherwise like us, but with an internalized analogue of the external process (519). Either that process belongs to M’s
psychology or it does not. If it does not, then M’s psychology just is a determinate sequence defined by #. M is a
mind of standard architecture with an internal visual content, Otto is a mind of standard architecture with an external
one, and nothing mental is extended. If it does, further complications arise. Is the added component essential to M’s
psychology or not? If it is not, it has no place in the psychological specification, which includes all and only the
essential constitutive relations. In this case, M’s psychology is simply &, and we are returned to the first case. If it is
essential, the change does not remain local. In a Ramsified theory, a relation essential to the new component is

equally a constraint on the positions to which it relates it, so the occupants of M’s belief, desire, and memory

1S Whether anything inside M functions as Otto’s notebook functions is not clear. His ink-mark Martian retrieves
information by producing “a mental image of ink marks” in its visual system (508). But imagery and perception are
psychologically distinct: imagery is typically under voluntary control and does not present its content as how things
are, and so does not ground perceptual judgment as perception does. Otto, by contrast, retrieves information by
perceiving his notebook. As described, then, M’s retrieval stands in different relations to perception and belief than
Otto’s, and by the holism of functional specification Otto does not satisfy whatever functional architecture M
satisfies. To restore parity, M’s retrieval would have to issue in states occupying the perceptual role: internally
generated states with the presentational character of visual experience, closer to hallucination, or to an inward-
directed sense, than to imagery. But then the store occupies the position of an object of perception in M’s
psychology rather than a constituent of its memory, and M is simply a mind that perceives an internal prop. Either
way, Sprevak’s Martian fails to provide the parity his argument requires.
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positions must themselves stand in the new relations. By the holism of functional specification, then, M’s
psychology is not & with an additional component but a reconfigured $u throughout. And Otto, whose internal
states occupy the unmodified positions of &, fails to satisfy Pu. '

Sprevak’s dilemma for functionalism therefore dissolves. Alien minds can be taken seriously without
coarsening the roles that specify our own, and the inference from possible Martians to actual extended minds fails at
each step. Martians who differ from us in fine-grained profile satisfy distinct architectures and the Martians Sprevak
constructs to mirror agent—artifact systems either perceive internal props or instantiate psychologies that Otto, whose
states are standard mentals, does not satisfy.

Of course, the ability to describe Py abstractly does not establish that a natural property sequence could
instantiate it. The cases nevertheless provide prima facie grounds for regarding the proposed organizations as
possible and their occupants as mental. Moreover, AU requires that every such departure from the essential
architecture of & fails as a possible psychology. The familiar proposals countenanced above supply prima facie
starting points, and the interdependence of functional definitions supplies a mechanism by which they can be
understood to be systematic alternatives. Where a proposed revision preserves the grounds for attributing mentality
while changing the constitutive organization, there is a positive, if defeasible, reason to regard it as a possible alien
psychology.

The apparent conceivability of these alternative architectures suggest that the grounds for attributing
mentality can survive changes to the constitutive organization itself. A defense of AU must therefore explain why
those changes necessarily destroy mentality despite preserving the general features that supported its attribution in
the first place and despite being pitched at the same explanatory and metaphysical level as psychology. Absent such
an explanation, AU threatens to reproduce at the level of architecture the chauvinism functionalism was originally
designed to avoid. Call this architectural chauvinism. Of course, our own psychology provides a methodological
starting point for investigating the space of possible minds. But treating its constitutive architecture as a

metaphysical boundary on mindedness is a much less defensible position. !’
4. Philosophical implications

The possibility of both forms of alien minds immediately raises a host of thorny conceptual issues in the philosophy

of mind which have significant knock-on impacts across philosophy more generally. We can begin to see these

16 This leaves open the possibility that Otto might instantiate a nonstandard mental kind whose own nature involves
relations to the standard mentals, though theirs involves no relation to it, as Shea (2020, §3) suggests when he raises
the possibility of a category of readily-accessible artifact-based memory. Whether the notebook state is an instance
of such a kind turns on whether it genuinely functions psychologically, a question the present argument need not
settle. So too does the question whether such states would belong to Otto or to the hybrid system (cf. Miyazono
2017). But even if there are such states, they are not beliefs, and none of Sprevak’s absurdities, all formulated in the
vocabulary of the standard mentals, follow.

17 The distinction between narrow and broad pluralism also helps locate different questions within the wider
literature on alien minds. These include the limits of projecting human psychological categories onto animals (de
Waal 1999; Andrews 2012, 2020), the possibility of unfamiliar psychological kinds in extraterrestrial or artificial
minds (Schneider 2015, 2019), and variation in cognitive architecture within the space of possible minds (Sloman
1984, 2002).
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impacts by considering the departure point of this paper—the non-reductive functional definitions of determinable
mental properties under which determinate mental properties (including the standard mentals) fall. Even though the
general metaphysical structure is familiar, these properties already involve a bit of conceptual engineering, broadly
understood. The failure of Bealer’s non-reductive definitions seemed to require “building out” new conceptual space
to accommodate the class of possible minds contemplated by NP since our ordinary conception of the mental
properties doesn’t clearly distinguish (if it distinguishes it at all) a level of mental determinables of which the
standard mentals are but one determinate. NP, in turn, raised in a particularly acute way the possibility of
architectural chauvinism (and, hence, BP). And while imagining alien cognition is not foreign even in pop culture, it
isn’t clear how exactly it is to be understood.'®

These developments, however, merely set the stage for the revisionary work in store. Narrow pluralism
doesn’t just give us the possibility of nonstandard minds, but a range of nonstandard mental properties that differ
intrinsically from the standard mentals, including with respect to phenomenology or the lack thereof. Similarly,
broad pluralism gives us an open-ended range of nonstandard mental properties and relations that differ functionally
from the standard mentals.'® The possibility of these kinds of alternative possible minds has implications that
propagate beyond the philosophy of mind itself, at least insofar as many of our philosophical theories purport to hold
generally. In this concluding section, I illustrate with two cases. The first, from epistemology, turns on narrow
pluralism (§4.1). The second, from the theory of agency, turns on broad pluralism (§4.2). The intention in these
remarks is not to decisively argue for any particular view, but rather to illustrate by way of example how acceptance

of both kinds of mental pluralism affects philosophical theorizing.
4.1. Phenomenalism and narrow mental pluralism

A significant amount of recent work in epistemology seems to make essential reference to phenomenological
properties in order to account for the justification of our beliefs. For specificity, let’s consider moderate dogmatism

(e.g., Pryor 2000; Huemer 2001) as a representative example:

MD: If x has a seeming as of p’s being the case, then x thereby has some degree of immediate (prima facie)

justification for believing that p.2°

On one standard way of developing the view, MD holds in virtue of the presentational phenomenology of seemings
(see Bengson 2015, 2023, Chudnoff 2013, and Koksvik 2021 among others). Call this further thesis
“Phenomenalism”.

We argued in §2 that there appear to be possible, fully minded beings who lack phenomenology entirely,

both zombies and (potentially) Eklund-style aliens. Call these “aliens,,”. Their internal states satisfy & and so count

18 Consider, for instance, the character Data (from Star Trek: The Next Generation). These characters are portrayed
simply as having some range of the standard mental states associated with intelligence, but lacking many of the
standard emotive states. As we have seen, however, the mental holism intrinsic to functional definitions makes this
pretense unworkable.

19 Understanding the mental properties within this conceptual space even in general terms involves us in some of the
most difficult problems in cognitive ethology without the benefit of phylogenetic or ontogenetic constraints to guide
us (Allen & Bekoff 1997, Bekoff, Allen, & Burghardt 2002).

20 Essentially the same points can be made regarding, for example, Smithies’ access mentalism (2012, 2019).
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as genuinely mental. If aliens,, can be justified, Phenomenalism faces some significant philosophical challenges,
which I will elaborate below. But first, let’s consider the natural response, namely, denying that they can be
justified. This is, I suspect, the route most phenomenalists will initially reach for and, indeed, may think that they
have already defended.

They have not. The reason is given by the argument in §2 for coordinated substitution into the mental
sequence. Since the narrow pluralist is not committed to holding any of the standard mentals fixed in the determinate
sequence, any argument that runs from the necessity of the standard mentals requiring phenomenology for
justification to the conclusion that any sequence of mental determinates satisfying & requires phenomenology for
justification is inadequate. This, in turn, will likely require an argument that phenomenology is the only possible
mechanism for the kind of access to our mental lives required for justification. To my knowledge, this very general
argument has never been attempted.?!

And there are reasons to be skeptical of such a generalization. The general difficulty with this view can be
put as a dilemma. Either phenomenology makes a difference to the characteristic psychological relations through
which a subject accesses and responds to its own cognitive states, or it does not. If it does, the difference belongs to
the functional organization captured by &. But aliensy, instantiate that organization through distinct, non-
phenomenal mental properties. Their introspective capacities can access their seemings,p, and they can recognize
and respond to those states as reasons for belief,,. Phenomenology is therefore not the only possible basis for the
relevant epistemic organization.

Suppose, alternatively, that phenomenology makes no difference to these relations. The phenomenalist may
then maintain that phenomenology nevertheless provides a distinctive, noncausal normative ground for justification.
But this response sits uneasily with the internalist motivations for Phenomenalism. The familiar appeal to
presentational phenomenology is motivated by the thought that seemings make their contents available to the subject
as reasons for belief, rather than merely causing belief. Yet the alien,, possesses the corresponding psychological
organization in that its introspective capacities provide accessy, to its own states, and it can form higher-order
judgments about their evidential significance, respond to apparent defeaters, and revise its beliefs,, accordingly. The
phenomenalist may insist that presentational phenomenology supplies a distinctive normative ground absent from
the alien’s psychology. But once the psychological relations involved in accessingyy, assessingnp, and responding to
one’s own states are held fixed, it is no longer clear why that additional phenomenal feature is indispensable to
justification. Explaining its indispensability requires more than appealing to the access-and-guidance capacities that
originally motivated Phenomenalism, since those capacities appear to survive coordinated substitution.

Either phenomenology makes a distinctive difference to the cognitive roles its bearers play, or it does not.
If it does, the difference will show up in the pattern of relations isolated by Ramsification, and since the states of
aliensy, satisfy &, alienn, cognition preserves it. In which case, we have reason to infer that phenomenology is not

the only possible mechanism. If it does not, phenomenology contributes to justification, if at all, as some form of

21 See, for example, Smithies (2019) on access, Horgan and Tienson (2002), Kriegel (2011), and Mendelovici (2018)
on content, and Bengson (2015, 2023) and Chudnoff (2013) on presentationality.
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non-causal ground. It makes no difference to how the subject’s states are accessed, how they guide belief, or how
they respond to evidence. In which case, the phenomenology itself is idle even in our own case.

The dilemma can be restated as a choice about what justification supervenes on. Because aliens,, satisfy &,
their psychological states instantiate the same determinable functional architecture as ours, although the
determinate properties and relations occupying its roles differ. A phenomenalist who denies them justification must
therefore either deny that aliens,, satisfy & (contrary to §2) or hold that justification supervenes not on that
determinable architecture alone but on the architecture together with phenomenology. Some internalists may accept
the second option, since the supervenience base remains wholly mental. But the usual motivations for
Phenomenalism are access and guidance—justification must be available to the subject and capable of guiding belief
from the subject’s own point of view. On the second option, however, phenomenology makes no difference to the
determinable relations through which a subject accesses, assesses, and responds to its own psychological states. An
alieny, and its phenomenal counterpart instantiate corresponding forms of introspection, higher-order judgment, and
belief revision, including judgments concerning the apparent evidential significance of their own states. Yet the
phenomenalist must hold that one is justified and the other is not. The difference in epistemic standing therefore
turns on features of the determinate psychological properties that make no difference to the determinable
organization of those capacities. Why those features should be decisive for justification, when the internalist
motivation for Phenomenalism appeals to access and guidance, requires further explanation.

One response to this problem is to go parochial about justification and restrict it to creatures with
phenomenological access. Even if this restriction can be motivated, it raises the question: Can aliensy, be
epistemically evaluated in any sense? It is one thing to claim that they necessarily lack a specific epistemic property,
justification, that only phenomenally endowed beings can have. It is another to claim that they lack any epistemic
standing whatsoever. Once &-satisfaction is granted, the second claim is very hard to sustain. Aliens,, form beliefsy,
in response to evidence, draw inferencesyy, and revise their views,, in light of counterevidence. Given the self-
consciousness relations in &, they can also ask themselves whether they ought to believe,, what they do. Their
cognition can go well or badly in the same ways ours can. An alien,, that ignores a defeater or generalizes hastily
does exactly what we would criticize without hesitation in one another. To deny that any of this is an epistemic
failure, stretches credulity. Rather, a phenomenalist who denies aliensy, justification should grant that they have
some positive epistemic standing. The question is what that standing is.

There are two possibilities. First, aliens,, might have a standing distinct from justification but on a par with
it; roughly, a property that occupies the same normative role (in the present example: immediate, prima facie
standing to believe,p) on a different ground. This yields a form of modal disjunctivism according to which the
ground of immediate justification varies across possible minds. But it is unclear how stable this view is. What makes
the alieny, standing a counterpart of justification? Its normative profile is fixed by the cognitive role of the states that
bear it. The seemingsy, of aliens,, occupy the same cognitive role as ours: they present,, their contents, incline,, the
subject to believenp, and are defeated by counterevidence in the same way as seemings behave in us. So, the standing

they confer licenses the corresponding cognitive states in the same ways that justification does. The two properties
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share a normative profile because their bearers share a cognitive role. That is, the modal disjunctivist must
nevertheless deny that these very close commonalities ground a single epistemic property.

The second possibility is that aliens,, have an epistemic standing we share with them. Their seemingsy,
would then confer that standing in virtue of something other than phenomenology. This preserves a kind of
epistemic unity between us and them. But this option is also unstable. Once we grant that we share with aliens,, a
normative property that their seemings confer without phenomenology, we are forced to consider the ground of this
property. Whatever the answer (the cognitive role specified by &, the reliability of the states that occupy it, or
something else), our seemings have that feature as well. Suppose, for instance, that the standing of aliens,, is
reliabilist (Levy 2024). It is then unclear why reliability is not what does the basic epistemic work in our case too,
with phenomenology an accompaniment rather than a ground. The phenomenalist can retreat to the claim that
justification is a further, phenomenally grounded standing layered on top of the shared one. But this reproduces the
dilemma above. This shared epistemic standing already fixes what the subject’s seemings license, what defeats
them, and how the resulting beliefs are assessed, so the further epistemic features appear to make no difference
(Current Author; cf. Butzer 2026).

The point here is not to attempt a decisive refutation of Phenomenalism. Rather, it is illustrative. Once we
admit complex alien minds that differ significantly from our own, the project of epistemology becomes increasingly
difficult and abstract. Moreover, it seems unlikely that at this level of abstraction our ordinary epistemic concepts
will be fully adequate to characterize the field. This points to a need for conceptual engineering guided by what I
call “conceptual productivity” [Current author]. Understanding a subject involves grasping facts and their
interrelations (Bengson 2017), but even a partial understanding can organize a domain in ways that place rational
pressure on an agent to extend their conceptual repertoire. A conception of a given subject is conceptually
productive when more fully understanding the subject requires grasping and applying a novel concept, without
which the relations among its central features cannot be adequately captured. In the present context, reflection on
alien minds may require more than merely extending familiar epistemic concepts to unfamiliar cases. It may require

developing new concepts necessary for us to adequately understand epistemology itself.
4.2. Agency and broad mental pluralism

The problems discussed in the preceding section are not simply an artifact of a well-chosen case. They represent
problems of generalization that are likely to arise in a wide range of philosophical contexts. In this section, I briefly
consider a similar set of issues in the philosophy of agency.

Narrow pluralism puts pressure on theories that build in the intrinsic character of the standard mentals.
Broad pluralism puts pressure on theories that build in their architecture, and the theory of agency offers a clear case
study. On the standard causal theory, an action is behavior caused, in the right way, by a belief—desire pair that
rationalizes it (Davidson 1963). On the Humean theory of motivation, being motivated requires a desire together
with a means—end belief (Smith 1994). Both analyze agency in terms of a division of labor between states with
opposite directions of fit. That division is a feature of our architecture, and broad pluralism allows for minds that
lack it. Millikan (1995) argues that the most basic representations are “pushmi-pullyu” representations, single states

that at once describe how things are and direct what is to be done. Her examples are simple, but they show that the
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division of direction of fit is not a precondition of representation. A sophisticated architecture could be built from
such states, with whatever further integration and self-monitoring mentality requires, without ever separating belief
from desire the way the standard mentals do.

Could such beings act? Their behavior can be flexible, goal-directed, and responsive to changing
circumstances, and by hypothesis it issues from genuinely mental states. Yet they fail the belief-desire analysis, not
because their states are poorly organized but because they lack the states the analysis requires. One might respond
by individuating belief and desire more coarsely, so that any state with a world-directed aspect counts as a belief and
any state with a goal-directed aspect counts as a desire. This faces two problems. First, roles coarse enough to
include such beings threaten to include far too much, thus facing the problem of liberalism that has long dogged
functionalism (Block 1978; cf. Sprevak 2009). The second is specific to this case. Even coarse belief and desire
roles are two roles, and the analysis requires two states, one occupying each. A pushmi-pullyu architecture supplies
only one. Counting a single state as both a belief and a desire preserves the letter of the analysis while abandoning
its explanatory content, which lies in the interaction of states with distinct directions of fit. A defender who coarsens
this far has, in effect, already given up the belief—desire theory for something like the determinable account of §3.

Given this, the options discussed in §4.1 recur. (A) One can deny that such beings act, but that verdict
needs independent motivation if it is not simply to relocate the parochialism. (B) One can treat agency as
disjunctive, grounded in belief—desire pairs in us and in something else in them. This move inherits the instability of
disjunctivism noted above. Or (C), one can look for a more general property: roughly, behavior guided by states that
represent both how things are and what is to be done, whether or not those representations divide into distinct states.
For example, a defender of the belief—desire theory might propose that what matters to agency is the distinction
between descriptive and directive functions, not their realization in distinct psychological states. This is a reasonable
generalization, but it concedes the present point: the resulting analysis no longer presupposes the functional
architecture of the standard mentals. On this approach, the belief—desire theory is not refuted but redescribed as an

account of one way of realizing agency.
Conclusion

Philosophy, in general, and philosophy of mind, in particular, begin with the standard mentals because they are the
psychological properties with which we are familiar. But their methodological priority provides no reason to regard
them as exhausting the possibilities for mentality. I have argued for two forms of mental pluralism. Narrow
pluralism holds that the functional architecture of the standard mentals may be instantiated by distinct sequences of
mental properties, differing from ours in their intrinsic natures. Broad pluralism goes further in allowing possible
minds whose essential functional organization differs from our own. Together, these arguments challenge the
assumption that the psychological properties and relations familiar from human cognition fix the boundaries of
mentality.

The consequences of pluralism, however, extend well beyond the philosophy of mind. Narrow pluralism
raises difficulties for philosophical theories that depend on the intrinsic character of the standard mentals (as
illustrated by phenomenological accounts of epistemic justification). Broad pluralism raises a corresponding

problem for theories that presuppose their characteristic functional organization (as illustrated by belief-desire
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accounts of agency). Neither difficulty necessarily refutes the theories in question. Rather, they raise questions about
their scope and about the grounds on which they can be generalized to unfamiliar kinds of minds.

The resulting methodological problems are, nevertheless, substantial. The central challenge is not simply in
extending familiar categories to unfamiliar cases but determining whether those categories capture the appropriate
distinctions in the first place. The conceptual joints visible in human psychology need not be the joints at which a
general philosophical theory should be carved.

From a purely theoretical perspective, these difficulties might seem tolerable. Even a fully adequate theory
of human justification, agency, or welfare would be a substantial achievement, and the problem of generalizing
beyond the human case might be regarded as a downstream aspiration. But the development of increasingly
sophisticated artificial systems has made these questions practical as well as theoretical. There is no guarantee that
artificial minds, should they emerge, will instantiate either the standard mentals or their familiar functional
architecture.?? The challenge of understanding and evaluating such systems therefore extends beyond determining
whether familiar psychological and normative properties apply to them. It may require identifying alternative forms
of those properties, or developing more general categories in which both human and artificial cases can be
understood. These questions have immediate implications for Al alignment (Josifovi¢ & Noller 2026; Current
Author) and Al welfare (Shepherd 2024; Goldstein & Kirk-Giannini 2025; Veit 2026).

It is perhaps darkly ironic that philosophical speculation about zombies and alien minds, long regarded as
paradigmatically impractical speculation, has become central to some of the most pressing practical questions of our

age.
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